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Data warehousing

&

Data mining

abstract:


A modern reporting environment will give users access to their data, but it doesn’t solve all their problems.  Just because users have access to data doesn’t guarantee the integrity of that data.  Nor does it guarantee that system response times will be adequate.  It doesn’t guarantee that the users system won’t purge old data before its useful life is passed.  Data warehousing and data mining can address the above problems and provide a technology that enables the decision-maker to process this huge amount of data in a reasonable amount of time and to extract intelligence/knowledge in a near real time.


A data warehouse is a database of data gathered from many systems and intended to support management reporting and decision-making.  But users such as companies want to “mine” that data for other purposes (particularly for sales, marketing etc.,).  So data mining techniques are employed for extracting new insight from the data warehouse.


Our paper focuses upon the overview of the data warehouse and data mining.  We also specify that use of the data mining in various fields.

introduction:


The age of industrial revolution has finally been completed and the world has entered the age of information technology.  The need for data warehouse applications is one of the manifestations of this information technology age.  It has becoming more of necessity that an accessory for a progressive, competitive, and focused organization.  It provides the right foundation for building decision support and executive information system tools that are often built to measure and provide a feel for how well an organization is progressing toward its goal.


A data warehouse supports business analysis and decision-making by creating an enterprise-wide integrated database of summarized, historical information.  It integrates data from multiple, incompatible sources.  By transforming data into meaningful information, and a data warehouse allows the manager to perform more substantive, accurate and consistent analysis.


The data warehouse is not the normal database, as we understand the term “database”.  The main difference is that the traditional databases hold operational-type most often, transactional type data and that many of the decision-support type applications put too much strain on the databases intervening into the day-to-day operation (operational database).  A data warehouse is of course a database, but it contains summarized information.



Data warehouse refers to database that is maintained separately from an organizations operational databases. A warehouse holds read-only-data.

definition:


A data warehouse is subject-oriented, integrated, time varying, non-volatile collection of data in support of the management’s decision-making process.  The data stored in the warehouse are not just a copy of the data at the sources.  Instead, they can be thought of as a stored view or materialized view of the data at the sources.


The most basic component in a data warehouse is a relational database.  Relational databases are designed to be able to efficiently insert new data and locate existing data using a standardized query language.  Underneath the database is a maze of connections and transformations connecting the data warehouse with other systems.  Because data in a company is often created and stored in functionally specific systems   (e. g: payroll system), the data may need to be replicated and moved between a data warehouse and these other systems.

Functions of data warehouse


The main function behind a data warehouse is to get the enterprise-wide data in a format that is most useful to end-users, regardless of their locations.  Data warehousing is used for:

· Increasing the speed and flexibility of analysis.

· Providing a foundation for enterprise-wide integration and access.

· Improving or re-inventing business processes.

· Gaining a clear understanding of customer behavior.

architecture:


The design of the data architecture involves understanding all of the data and how different pieces are related.
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Creating and maintaining a data warehouses is a huge job even for the largest companies.  It can take a long time and cost a lot of money.  In fact, it is such a major project companies are turning to data mart solutions instead.


A Data mart is an index and extraction system.  Rather than bring all the data into a single warehouse, the data mart knows what data each database contains and how to extract information from multiple databases when asked.  Creating a data mart can be considered the “quick & dirty” solution, because the data from different databases is not scrubbed and reconciled, but it may be the difference between having information available and not having it available.


Once the data is in the data mart, it may be possible to avoid retaining the data within the data warehouse, meaning that the data warehouse is used only as a transient storage area.


Companies that have been in business for a while realize they have accumulated huge amount of data in various operational databases.  Those databases work just fine for their intended purposes, but most of the companies want to mine data for other purposes.

data mining:


Data mining is the process of extracting information from the company’s various databases and re-organizing it for purposes other than what the database where originally intended for.


Data mining, the extraction of hidden predictive information from large databases, is a powerful new technology with great potential to help companies focus on the most important information in their data warehouses.  Data mining tools predict future trends and behaviors, allowing businesses to make proactive, knowledge-driven decisions.  Data mining tools can answer business questions that traditionally were too time consuming to resolve.  They scour databases for hidden patterns, finding predictive information that experts may miss because it lies outside their expectations.


Most companies already collect and refine massive quantities of data.  Data mining techniques can be implemented rapidly on existing software and hardware platforms to enhance the value of existing information resources, and can be integrated with new products and systems as they are brought on-line.
The foundations of data mining


The evolution of data mining began when business data was first stored on computers, continued with improvements in data access, and more recently, generated technologies that allow users to navigate through their data in real time.  Data mining is ready for application in the business community because it is supported by three technologies that are now sufficiently mature:

· Massive data collection.

· Powerful multiprocessor computers.

· Data mining algorithms.

The four steps listed in the table given below were revolutionary because they allowed new business questions to be answered accurately and quickly.

	Evolutionary Step
	Business Question
	Enabling Technologies
	Product Providers
	Characteristics

	Data

Collection

(1960s)
	“What was my total revenue in the last five years?”
	Computers, 

tapes, disks


	IBM, CDC
	Retrospective static data delivery

	Data Access

(1980s)
	“What were unit sales in New England last March?”
	Relational databases

(RDBMS), Structured Query

Language (SQL),

ODBC
	Oracle,

Sybase,

Informix,

IBM,

Microsoft
	Retrospective,

Dynamic data

Delivery at record level

	Data

Warehousing

&

Decision 

Support

(1990s)
	“What were unit sales in New England last March?  Drill down to Boston.”
	On-line analytic processing

(OLAP),

multidimensional databases, data

warehouses
	Pilot, Co share Arbor, Cognos, 

Micro 

Strategy
	Retrospective, dynamic data delivery at multiple levels.



Table: Steps in the Evolution of Data Mining.

Scope of data mining

Data mining techniques can yield the benefits of automation on existing software & hardware platforms, and can be implemented on new systems, as existing platforms are upgraded and new products developed.  Faster processing means that users can automatically experiment with more models to understand complex data.  High speed makes practical for users to analyze huge quantities of data.  Larger databases, in tern, yield improved predictions.

Techniques in data mining:


Data mining uses a number of techniques to discover patters and uncover trends in data warehouse data.  The most commonly used techniques are:

· Artificial neural networks: non-linear predictive models that learn through training and resemble biological neural networks in structure.
· Decision tees: tree-shaped structures that represent set of decisions.  Specific decision tree methods are classification and regression trees (CART) and chi square automatic interaction detection (CHAID).
· Genetic algorithms: optimization techniques that use processes such as genetic combination, mutation, and natural selection in a design based on concepts of evolution.
· Nearest neighbor method: a technique that classifies each record in a dataset based on a combination of the classes of the k record(s).
· Rule induction: the extraction of useful if-then rules from data based on statistical significance.
Architecture of data mining


To best apply these advanced techniques, they must be fully integrated with a data warehouse as well as flexible interactive business analysis tools.  Many data mining tools currently operate outside of the warehouse, requiring extra steps for extracting, importing, and analyzing the data.  Furthermore, when new insights require operational implementation, integration with the warehouse simplifies the application of results from data mining.  The resulting analytic data warehouse can be applied to improve business process throughout the organization, in areas such as promotional campaign management, fraud detection, new product rollout, and so on.


The ideal starting point is a data warehouse containing a combination of internal data tracking all customer contact coupled with external market data about competitor activity. 
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An OLAP (On-Line Analytical Processing) server enables a more sophisticated end-user business model to be applied when navigating the data warehouse.  The multidimensional structures allow the user to analyze the data, as they want to view their business – summarizing by product line, region, and other key perspectives of their business.  The data Mining Server must be integrated with the data warehouse and the OLAP server to embed ROI-focused business analysis directly into this infrastructure.


The design represents a fundamental shift form conventional decision support systems.  Father than simply delivering data to the end user through query and reporting software, the Advanced Analysis Server applies users’ business models directly to the warehouse and returns a proactive analysis of the most relevant information.  Reporting, visualization, and other analysis tools can then be applied to plan future actions and confirm the impact of those plans.

Benefits of data mining


The primary benefit of data mining is the ability to turn feelings into facts.  It also protects you from your gut feelings, because we all realize that many times they are not right.  The fundamental benefit of data mining is then two folds.


This benefit deals with situations where a company starts the data mining process with an idea of what they are looking for.  This is called targeted data mining.

Let’s look at a number of tangible benefits the data mining process can bring to companies.

1. Fraud detection


All too often businesses are so caught up in their daily operations that they  don’t have time to dedicate to uncovering to those out of ordinary business.  These events include fraud, employee theft, and illegal redirection of company goods.  Fraud detection is seen primarily as out-of-the-blue data mining.

2. Return on investments


A significant segment of the companies looking at, or already adopting, data warehouse technology spend millions of dollars on new business initiatives.  The research & development costs are astronomical.  Everyone has struggled with time.  These returns on investment give a finite amount of money and people available.  This is a form of targeted data mining.

3. Scalability of electronic solution


The major player in the data-mining arena provides solutions that are robust and scalable.  A robust data mining solution is one that performs well and can display results in an acceptable time.  The ability to work with a wide range fo input datasets is part of this phenomenon called scalability.

Applications of data mining

Wide ranges of companies have deployed successful applications of data mining.

Successful application areas include:

· A pharmaceutical company can analyze its recent sales force activity and their results to improve targeting of high-value physicians and determine which marketing activities will have the greatest impact in the next few months.  The data needs to include competitor market activity as well as information about the local health care systems.  The results can be distributed to the sales force via a wide-area network that enables the representatives to review the recommendations from the perspective of the key attributes in the decision process.

· A credit card company can leverage its vast warehouse of customer transaction data to identify customers most likely to be interested in a new credit product.  Using a small test mailing, the attributes of customers with an affinity for the product can be identified.

· A diversified transportation company with a large direct sales force can apply data mining to identify the best prospects for its services.  Using data mining to analyze its own customer experience, this company can build a unique segmentation identifying the attributes of high-value prospects.

· A large consumer package goods company can apply data mining to improve its sales process to retailers.

conclusions


Comprehensive data warehouses that integrate operational data with customer, supplier, and market information have resulted in an explosion of information.  Competition requires timely and sophisticated analysis on an integrated view of the data.  A new technological leap is needed to structure and prioritize information for specific end-user problems.  The data mining tools can make this leap.  Data warehouse and data mining plays an important role in storing data and sorting out the particular data.  It has become very easy for a user to get the information that he wants through this mining.  Quantifiable business benefits have been prove through the integration of data mining with current information systems, and new products are on the horizon that will bring this integration to an even wider audience of users.
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